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The 1 Gbps rate of the physical network interface can easily accommodate the total bandwidth
consumption of both EVCs, however, the queue management and buffering system influences

traffic delay and must therefore take into account the enterprise’'s SLA commitments.

Figure 14: A two-level hierarchical scheduler
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By managing bandwidth consumption and transmission priorities with CoS granularity, multi-level
hierarchical scheduling enables predictable, per-SLA latency and jitter performance across the
network. In addition, it provides fair distribution of bandwidth among traffic classes and users over
shared connections, by allocating excess bandwidth not required for critical applications to lower-
priority traffic. Implementation of such capabilities at the service hand-off point reduces the risk of
congestion at the network core, further facilitating the service provider's ability to meet delay and

loss guarantees.

The final stage in preparing user traffic to network transmission involves packet editing and
marking. This includes adding service provider VLAN tags (“packet editing”) according to the EVC
mapping attributes listed in tables 5 and 6. In this manner, packets belonging to Flows 1, 2 and 3
are stacked with an SP-VLAN tag whose ID value is 2000, while Flows 4, 5 and 6 are added SP-VLAN
tag 2001. In addition, the packets are marked with service provider priority bits in the outer SP-
VLAN tag to denote the priority each EVC.CoS receives while in the network.

. \' , Tip: Using P-bits for Color Marking
= As the packets are already marked by their level of CIR/EIR conformance ("green” and

"yellow" ), metering continuity in the network can be achieved by using the P-bit field to signal a
packet's color so that it has a greater chance of maintaining its status and priority throughout
the transmission. This is especially useful in color-blind networks, as well as in 802.1Q color-

aware networks with no “discard eligible” (“yellow") marking.

Figure 15 illustrates all the various stages included in service delivery processing as described
above.
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Figure 15: Ethernet service delivery process
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A third, crucial piece of the L2 VPN service puzzle relates to the provider's ability to verify that the
actual service performance and network availability experienced by the enterprise matches SLA
guarantees. This is done by performing remote, end-to-end OAM tests, preferably without affecting
the service and in line with actual user traffic. In addition to meeting customer service expectations
and optimizing network operations, service monitoring procedures and remote loopback testing
contribute to the service provider's profit margins by minimizing the risk of penalties associated
with SLA breaches.

Service validation and testing is required at the following points throughout the service lifecycle:

e At initial service turn-up: Prior to handing off the L2 VPN service to the enterprise, the
service provider must perform acceptance tests to verify that the service is running
smoothly according to the SLA, per the pre-defined classes of service. Testing at this point
also serves for generating a baseline for performance parameters, to which future test
results will be compared. Specifically, KPI (key performance indicators) metrics for end-to-
end throughput, packet delivery ratio, latency, and jitter are established. These results are
recorded and archived for customer reporting, SLA comparison and future use as needed. It
is advisable to perform burn-in stability tests over an interval of 24 hours, at minimum, to

accurately establish service behavior.

e Ongoing monitoring: KPI measurements are also performed on an on-going basis, to
monitor network health and ensure that QoS is maintained per class-of-service and in
accordance with the contracted SLA. Continuous monitoring is required to detect service
degradation and network congestion, prompting relevant alerts and advising when an
increase in bandwidth is required. When service outages or connectivity faults are identified,
Trouble Tickets are initiated and appropriate remedial actions taken. The collected data is
used for billing purposes, while reports of network and service conditions are available to
the enterprise periodically and on-demand. OAM tests are performed at a frequency that
balances between the need to quickly detect and repair problems before they escalate, and
the service provider's desire to limit the toll such tests take on network and bandwidth

resources.
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\.,  Tip: OAM Bandwidth Calculation

= B hee developed a modeling tool to determine the network resources
required for OAM procedures. In the enterprise's service topology, for example, periodic
multicast OAM messages for connectivity fault management may require a bandwidth
rate of 23,000 bytes per second and 34 FPS (frames per second) per demarcation device,
if sent every 1,000 milliseconds. Under the same network conditions, bandwidth
consumption per demarcation device climbs to over 40,000 bytes per second and 53 FPS,

if the service provider increases testing frequency to 100 millisecond intervals.

To receive a copy of RAD's OAM Calculator, please contact us at market@rad.com.

data communscations 14011 “Cal CulJton
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Generated Frames Per Second [FPS]
Generated Bandwidth [bps]

Total Utilization:

Total Ethernet OAM utilization per NTU
Total Ethernet OAM bandwidth consumed
Total Ethernet OAM FPS

Performance Monitoring ITU-T Y.1731
Frame Loss interval [msec]

RTD Frame Delay & Delay Variance Interval [msec]
FLFrames Per Second [FPS]

FL Bandwidth [bps]

FD/DFV Frames Per Second [FPS]

FD/DFV Bandwidth [bps]

Total Ethernet OAM utilization, entire network
Total Ethernet OAM bandwidth consumed
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Figure 16: RAD's Ethernet OAM Resource Utilization Calculator
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e On-demand monitoring and troubleshooting: When a service outage is reported, a suite of
tests is performed to remotely localize the fault prior to a technician dispatch. This reduces
MTTR (mean time to repair) and minimizes the effect on users, while lowering operating
expenses by eliminating unnecessary (and expensive) truck rolls and ensuring that

technicians are sent to the right location.

The OAM tests performed by the ETX-202A, RIC and LA-210 at the various locations conform to the

relevant industry standards:

e |IEEE 802.3-2005 (formerly 802.3ah): Ethernet Link OAM is part of the Ethernet in the First
Mile, or EFM, set of standards. It relates to a single Ethernet link, typically the access
connection between the customer premises and the network edge. Specific link monitoring
procedures include auto-discovery, heartbeat, and fault notification messages; link

statistics; MIB variable retrieval; and remote loopbacks.

e |EEE 802.lag: Ethernet Service OAM, also termed Connectivity Fault Management (CFM),
enables Ethernet service monitoring over any path, whether a single link or end-to-end,
allowing the service provider to manage each EVC separately regardless of the underlying
transport. CFM partitions a network into maintenance domains and hierarchy levels that are
allocated between users, service providers and third-party operators. It assigns maintenance
end points, or MEPs, to the edges of each domain and maintenance intermediate points, or
MIPs, to ports within domains. This helps define the relationships between all entities from
a maintenance perspective and permits each entity to monitor the layers under its
responsibility to easily localize problems. Service monitoring procedures include continuity
check, link trace, loopback, and alarm indication signal. As can be seen in Figure 17, the

EVPL service provided to the enterprise involves a single maintenance domain with one level.
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Figure 17: Ethernet Service OAM maintenance domain levels

e [TU-T Y.1731: The "OAM Functions and Mechanisms for Ethernet-based Networks" standard
is used for Ethernet service performance monitoring, enabling the service provider to
measure frame delay, delay variation and frame loss SLA parameters. It also includes fault
management functionalities similar to CFM's, such as continuity check, loopbacks, and link

trace.

Figure 18 displays the various network sections to which different OAM procedures apply.
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Figure 18: Ethernet Link, Connectivity and Service layer OAM over different network segments
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Table 11 summarizes the different OAM tools available to the service provider for SLA verification.

These are performed either directly between sites or via an external test set probe:

Function Tools

IEEE 802.3ah heartbeat

Connectivity Verification | v 1731/IEEE 802.1ag Continuity Check (Unicast/Multicast)

& Fault Detection
Y.1731/IEEE 802.1ag Loopback (“MAC Ping”, Unicast/Multicast) - on

demand

Y.1731/IEEE 802.1ag Link Trace (“MAC Trace-route")

Fault Isolation Y.1731/IEEE 802.1ag Loopback (“MAC Ping”, Unicast/Multicast)

L3 Ping and Trace-route

L1 IEEE 802.3ah Loopback, MIB variable retrieval

Subscriber port shutdown

Fault Propagation
ITU-T Y.1731 Alarm Indication Signal

ITU-T Y.1731 Remote Defect Indication

Fault Notification
I[EEE 802.3ah Dying Gasp, SNMP Trap

L1 physical interface Loopback

: . L1 IEEE 2.3ahL k
Diagnostic Loopbacks 802.3ah Loopbac

L2/3 in-service and out-of-service Loopback at line-rate or lower, with
MAC/IP swap, per EVC/VLAN, EVC.CoS, or MAC address flows

ITU-T Y.1731 Packet Loss, Packet Delay, Packet Delay Variation with
statistics collection per EVC.CoS (Unicast/Multicast)

Performance RFC2544 Throughput measurements

Management
L3 Performance Measurements

BER Testing

Table 11: OAM tools for SLA verification

Further details on selected OAM tests performed by the service provider are described in the

following sections.
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4.2.1 Connectivity verification

The demarcation devices are configured to send periodic 802.3-2005 (802.3ah) heartbeat
messages and 802.1ag/Y.1731 Continuity Check (CC) frames. These fault detection and discovery
mechanisms are used to check the status of link and service connectivity for service acceptance at
turn-up and on an on-going basis at pre-set intervals for preventive maintenance. For example, the
ETX-202A installed at Headquarters (MEP #1 in EV(C;) can be configured to send 802.1lag CC
messages to the RICi unit installed at Branch A (MEP #2 in EV(,;) every 1 second, and to check for
incoming CC messages sent at that period. Loss of continuity (LOC) is declared if no CC messages
are received from MEP #2 within 3.5 seconds (3.5 times the transmission period), at which point
MEP #1 activates the RDI flag in the next CC message to MEP #2 to indicate connectivity problem. It
also notifies the user and sends an alarm to the network management system (NMS), so that the

remote MEP can initiate an uplink connection switchover.

4.2.2 Fault detection and diagnostic loopbacks

Remote diagnostic loopback tests are performed on-demand at service turn-up and, once the
service is running, to enable quick isolation of problems and minimize false repair calls. This can be
done at port-level (Layer 1) according to 802.3-2005, by testing two physically connected
elements, such as the ETX-202A at Headquarters and the provider edge (PE) device to which it is
connected. When using EFM OAM, an "OAM entity" (e.g. the PE) can activate an out-of-service
loopback mode in a remote entity (e.g. the ETX 202A), whereby every frame received by the ETX
202A is transmitted back on that same port except for OAM control frames so that the device can
exit the loopback state. EFM OAM loopback messages cannot be forwarded by Ethernet bridges and

are therefore limited to single links.

Loopback protocols can also be executed in-service, to analyze service connectivity across EVCs
without taking the customer link down or affecting untested traffic. For example, a customer
service representative (CSR) working a Trouble Ticket relating to EVC, can generate an end-to-end
flow loopback test between the ETX-202A at Headquarters and the LA-210 at Branch B. The
procedure is selective and executed per a variety of flow criteria, including VLAN ID, class of service
(P-bit) and source or destination MAC or IP address. This allows the loopback messages to traverse
multiple hops, including intermediary switches or bridges, without disrupting the traffic flows that

are not being tested.
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The receiving device - LA-210 - swaps the source and destination MAC addresses of incoming
packets prior to looping them back, so as not to create a conflict in the switches or bridges along
the path. End-to-end loopback tests can also be performed for Layer 3 services, in which case the
receiving device swaps the IP addresses.
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" r— :
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Best Effort UNI — . ¢ xDSL NTU
SE = - priority Data

T ADETE]

Layer 1 Loopback 'D
g — UNI

Best Effort

End-to-end Layer 2/3 Loopback D

Figure 19: OAM loopback tests in Layers 1, 2 and 3

The test setup procedure includes such user-defined parameters as the MAC address of the tested
device, preferred testing standard, test run-time, and other relevant metrics. If a connectivity error
is detected, i.e., the LA-210 does not respond within a specified period of time, the CSR would
locate the failure point by attempting to loop another device in the path, or by sending a Link Trace

request for hop-by-hop path tracking, to identify non-responsive maintenance intermediate points
(MIPs).

The test results detail loss and error rates (BER) for the loopback frames, as well as round trip
duration and delays. These metrics help determine the service performance and connection quality,
as described in further detail in section 4.2.3. The Link Trace test results display the responsive
nodes, enabling the CSR to map the service path, pinpoint problematic MIPs and dispatch a
technician to the right location for a quick repair. Alternatively, the CSR can use the 802.lag
Loopback test to isolate faulty MIPs, by looping successive intermediary points until the fault is
identified.

Table 12 summarizes the various Loopback methodologies and their main capabilities.
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Method L1 PHY IEEE IEEE ITU-T L2 LB with L3 LB with
802.3- 802.1ag Y.1731 MAC Swap IP Address
2005 Swap
(802.3ah)
In- 00S 00S In-Service In-Service In-Service In-Service
Service/Out-
of-Service + 00S + 00S
(00S)
Performed v N X X N v
at Line Rate
Performed N v X X N v
on Actual
Data
Per Flow X X X X NS N
(Incl. CoS)
Traverses X X v v N v
L2 Bridged
Networks
Traverses X N/A N/A N/A N/A N
L3 Routed
Networks
Mechanism Via 802.3ah LB 802.1ag Y.1731 LB Automatic Automatic
Management LB per MAC per MAC, IP
Console Address Address
Standard N N N N X X
Table 12: Loopback Tests Comparison
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4.2.3 Performance monitoring

The demarcation devices at the various enterprise locations perform proactive performance
measurements for the EVPL service on an on-going basis. By analyzing the measured data, the
devices calculate and report standard performance metrics per class of service flow, including

Y.1731-defined latency, jitter and packet loss.

e Frame Delay (latency): Tests the travel time across the network for delivered frames and
measured end-to-end as the customer views it, i.e., between ingress UNI-N (network side
of the UNI) and egress UNI-N. The test measures the elapsed time between the start of
transmission of the first bit of a time-stamped Delay Measurement (DM) frame at a source
MEP (e.g. ETX-202A at Headquarters), and the arrival of the last bit of that same frame at
the destination (e.g. RICi at Branch A). The receiving MEP then compares the time-stamp to
its own reference clock and calculates end-to-end transmission delay. Unidirectional delay
measurements require that both MEPs are synchronized. Alternatively, frame delay can be
measured on a round-trip basis, by analyzing the difference between the transmit time
stamp in a DM message and the receive time stamp of the DM reply that was returned to

the originating MEP.

e Frame Delay Variation (jitter): Measures the variation in frame delay by comparing the time
interval between consecutive frames belonging to the same CoS flow at the ingress UNI to
the delay in arrival of the same frames at the egress UNI. In round-trip delay variation
calculations, FDV is defined as the difference between two consecutive frame delay

measurements at the same MEP.

e Frame Loss: Uni-directional (dual-ended) frame loss ratio is determined by analyzing the
counters for sent and received CC messages at the service end points and measuring the
number of lost/discarded frames out of all frames that should have been delivered within a
specified time interval. Bi-directional (single-ended) frame loss ratio measurements refer
only to the initiating device and involve the exchange of Loss Measurement (LM) messages

and LM replies.

The ETX-202A, RICi and LA-210 record minimum, maximum and average values for delay and delay
variation, together with the rate of frame loss and the number of seconds during which the service
was unavailable - all for a pre-set interval. Performance statistics are collected and sent periodically
to the service provider's NMS to deliver an up-to-date account of service quality, as well as an

historical view of network and service behavior, without over-taxing the network with excessive
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management traffic. This enables both provider and customer to easily evaluate actual performance

over time and compare it to SLA guarantees.

The continuous monitoring of KPI for multiple MEPs and flows simultaneously allows the service
provider to detect degradation in service quality and to take remedial actions to quickly restore

appropriate performance levels.

When the counters of any of the tested parameters rise above or drop below pre-set thresholds
within the specified sampling period, the demarcation devices send SNMP traps to notify the

associated management station, and update the event log for future reference.

4.2.4 Throughput measurements (RFC 2544)

The Internet Engineering Task Force (IETF) standard RFC 2544, Benchmarking Methodology for
Network-Interconnect Devices, defines out-of-service testing procedures for evaluating the
performance of network devices, among which are network throughput measurements. These allow
the service provider to baseline service performance and determine the available bandwidth for

each EVC, by establishing the maximum transmission rate at which no packets are dropped.

Throughput measurements can be conducted from the provider's NOC (network operations center)
using a test head device, or initiated by the ETX-202A at Headquarters, starting at the service
hand-off point and testing every network element along the service path. RFC 2544 outlines a set
of frame sizes for which throughput measurements are conducted, including 64, 128, 256, 512,
1024, 1280, and 1518 bytes, as well as Jumbo Frames. This helps pinpointing the processing delays
caused by short frames and identifying network equipment that is having trouble handling larger
packets. Based on packet receive-rate results, the service provider can also determine the maximum
packet length that can be offered to the enterprise with SLA guarantees, after calculating frame

extension allowance for headers, SP-VLAN tags and other overhead.
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As Ethernet technology progresses, it presents telecom providers with opportunities to tap into a
rapidly growing market and improve their competitive advantage by offering business clients new
customized services at a higher speed and lower cost. Key enablers for achieving these goals are

carrier-grade demarcation devices equipped with service delivery and service assurance capabilities.

This application guide reviews the various tools carriers and service providers can utilize to ensure
business-grade performance for Ethernet services and to meet enterprise expectations for service
reliability, measurable KPIs and SLA guarantees. By executing sophisticated traffic management
schemes and standardized testing procedures right off the user premises, carriers can also manage

their network resources smartly and lower their spending on equipment and operations.
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